
Formalizing PI Planning in Scaled Agile with Model-Driven Engineering:
A Metamodel and Framework for Strategic Alignment

Flavien Hervé SOMDA, Désiré GUEL, Kisito Kiswendsida KABORE

Université Joseph KI-ZERBO (U-JKZ), Burkina Faso

*E-mail : flavien.somda@ujkz.bf

Abstract
Program Increment (PI) Planning is a critical synchronization event in scaled Agile methodolo-
gies, yet remains largely informal, with limited analytical rigor or strategic alignment. This paper
introduces a formal metamodel and a model-driven framework to support structured PI Planning
in large-scale software development. Our metamodel captures essential planning artifacts, includ-
ing features, teams, iterations, risks, and dependencies, and is enriched with OCL constraints for
validation and traceability. We extend the model to align planning with business value streams
and introduce stakeholder-specific viewpoints for tailored analysis. Compared to tools like Jira
or Mural, our approach provides formal semantics, automated reasoning, and extensibility. This
work lays the foundation for a Domain-Specific Language (DSL) for PI Planning, bridging the
gap between Agile practice and formal modeling.
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I INTRODUCTION

Program Increment (PI) Planning is a cornerstone of scaled Agile methodologies such as the
Scaled Agile Framework (SAFe), where multiple Agile teams must align on shared goals, syn-
chronize work, and deliver value within fixed timeboxes. While PI Planning is designed to foster
collaboration and visibility across teams, it remains a challenging process to execute effectively,
particularly in large-scale software development environments. Among the main obstacles are
the complexity of managing inter-team dependencies, capacity constraints, risk factors, and the
alignment of development efforts with evolving business priorities.

While widely adopted tools support collaboration and visualization, they lack semantic rigor
and fail to encode structural constraints or traceability paths. Consequently, they fall short in
enabling automated reasoning, validation, or cross-cutting analysis—capabilities increasingly
expected in critical planning processes at scale.

In this context, Model-Driven Engineering (MDE) offers promising opportunities to formalize
and improve the PI Planning process. By using models as central artifacts, MDE can provide
high-level abstractions, structural consistency, and automation features that enhance planning,
analysis, and decision-making. However, to the best of our knowledge, no dedicated metamodel
has yet been proposed for capturing the specific semantics and structure of PI Planning events.
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This paper proposes a formal metamodel and a conceptual framework for modeling and analyz-
ing PI Planning. The contribution is positioned as a foundational step toward the development
of a Domain-Specific Language (DSL) tailored to this critical Agile process. Our metamodel
captures the structural components and constraints involved in PI Planning and introduces an
extension for linking planning artifacts to business value streams. The associated framework
enables multiple stakeholder viewpoints and supports automated impact analysis.

By grounding PI Planning in formal modeling through MDE, this research contributes to rec-
onciling the current disconnect between industry practice and the analytical rigor demanded
by software engineering research. We hypothesize that such formalization enhances planning
reliability, supports automated analysis, and improves strategic alignment—a claim to be tested
in future empirical work.

The main contributions of this paper are:
• A formal metamodel capturing the core and strategic elements of PI Planning.
• An extensible viewpoint-driven framework for stakeholder-specific analysis and visual-

ization.
• A comparative evaluation with existing tools, highlighting the added value in traceability,

validation, and strategic alignment.
• A roadmap toward a dedicated DSL for PI Planning, integrating MDE-based automation.

The remainder of this paper is structured as follows. Section II reviews the relevant litera-
ture on Agile methodologies, Program Increment (PI) Planning, and Model-Driven Engineering
(MDE). Section III provides an overview of current PI Planning practices based on empirical ob-
servations. Section IV defines the research problem, objectives, and methodological approach.
Section V presents the core metamodel for PI Planning and its extension for business alignment.
Section VI introduces the conceptual MDE-powered framework and demonstrates its analytical
capabilities. Section VII discusses the theoretical and practical implications, and Section VIII
concludes the paper with a summary of contributions and future research directions.

II RELATED WORK

In this section, we provide a comprehensive review of the existing literature pertaining to Ag-
ile methodologies, Program Increment (PI) Planning, and modeling techniques. By examining
prior research and publications, we establish the context and foundation upon which our meta-
model and framework are built. The literature review is organized into key thematic areas:

2.1 Agile Methods and Scaled Frameworks

The utilization of agile principles for software development in various industries has been on
the rise ever since the Agile Manifesto was published in 2001 [1, 2]. Even though cultural
and organizational factors affect the adoption of agile approaches, their adoption continues to
grow, as agility remains a crucial competence for navigating change [3, 4]. Agile Methods,
characterized by their iterative and customer-centric processes [5], have been used to build
High-Performance Teams [6], i-e, teams that emerge when individuals within the group depend
on one another, align their actions with a shared vision, foster open communication to facilitate
the growth of their endeavors, cultivate trust, and embrace collective leadership, thus fostering
innovation through the unique contributions of each team member. As an effect, agile meth-
ods have contributed to lower software development failures and improve quality [7] [8]. The
involvement of Customer decreases the chance of software rejection in the last phases [9].
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2.2 Program Increment (PI) Planning: Gaps and Challenges

Program Increment (PI) Planning is a key event in the Scaled Agile Framework (SAFe). It
aims to synchronize multiple Agile teams around shared objectives. Although widely adopted
in large-scale organizations, PI Planning remains a highly manual and coordination-intensive
activity. It often relies on virtual whiteboards (e.g., Mural, Klaxoon) or backlog management
tools (e.g., Jira, Azure Boards) continuing to exacerbate the gap that persists between agile
practice and research [2].

In fact, while practical, the tools offer limited support for formal modeling. They do not capture
the semantics of planning artifacts such as teams, features, dependencies, or risks in a struc-
tured and analyzable way. For instance, dependencies are often visualized using post-it arrows
without semantic validation, and overcommitments must be manually calculated.

To the best of our knowledge, no existing work proposes a dedicated metamodel that formalizes
the structure and constraints of PI Planning in a way that enables automated analysis, multi-view
modeling, and strategic alignment assessment. This research addresses that gap by introducing
an ecore-based metamodel enriched with OCL constraints, extended to include value stream
elements, and coupled with a viewpoint-driven framework tailored to the roles and perspectives
of key stakeholders.

2.3 Model-Driven Engineering in Agile Contexts

Model-Driven Engineering (MDE) is an established approach in software engineering that uses
models as central artifacts for system specification, validation, simulation, code generation,
testing and maintenance, among various other activities [10][11]. Key benefits of MDE in-
clude abstraction, consistency enforcement, reusability, automation, traceability, visualization,
and domain-specific modeling. Prior studies demonstrate how metamodeling can support high-
level representations of complex processes, and helps in system development [12]. These prin-
ciples are particularly relevant to Agile at scale, where coordination, visibility, and adaptability
are essential. The array of advantages offered by Model-Driven Engineering encompasses the
following:

• Abstraction and Simplification: Metamodeling allows the creation of high-level, ab-
stract representations of complex systems and processes [13]. This abstraction simplifies
the modeling process and makes it easier to understand and communicate about complex
systems.

• Consistency and Reusability: Metamodels enforce consistency by defining a set of rules
and constraints for models created based on them. This ensures that models conform to
established standards and best practices [14]. Additionally, metamodels promote reusabil-
ity, as they can serve as templates for creating similar models in different contexts.

• Automation: MDE enables automation through code generation [13] [15]. By defining
models and their relationships in a metamodel, you can automatically generate code,
documentation, or other artifacts. This reduces the likelihood of errors and speeds up
development.

• Traceability: MDE enables traceability [16] by establishing relationships between dif-
ferent elements in models. This traceability helps in understanding the impact of changes
and in managing complex systems with multiple dependencies.

• Visualization and Documentation: Metamodels often come with visualization tools that
help developers and stakeholders better understand and visualize complex systems. Ad-
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ditionally, the structured nature of metamodels supports automatic documentation gener-
ation [15].

• Domain-Specific Modeling: Metamodeling allows the creation of domain-specific mod-
eling languages [13] tailored to organization’s needs. This enables developers to work at
a higher level of abstraction, focusing on domain-specific concepts rather than low-level
technical details.

To our knowledge, no existing work integrates formal metamodeling, OCL-based validation,
and stakeholder-specific views to support end-to-end PI Planning analysis and alignment. This
gap is precisely what our work addresses.

III CURRENT PRACTICES IN PI PLANNING EVENT

While the specific sequence of activities within a PI Planning Event may naturally differ from
one organization to another, informal discussions and participation in a few Program Increment
Planning events have revealed that certain key activities are consistently present in most PI
Planning events:

1. Business Context and Overview:
• Leadership provides a high-level overview of the business context, market dynam-

ics, and strategic themes.
• The organization’s vision, mission, and goals are discussed to ensure alignment.

2. Pre-Planning:
• Teams and individuals have already conducted pre-planning activities to review their

backlogs and prepare for the PI Planning event.
3. PI Objectives and Team Breakouts:

• PI Objectives are defined, outlining the specific outcomes and goals for the upcom-
ing Program Increment.

• Teams break out into separate sessions, often organized by Agile Release Trains
(ARTs), to create their plans.

• Teams collaborate to select and commit to the features, stories, and work items they
will complete during the PI.

4. Dependencies and Risks:
• Teams identify and document dependencies between their work items and other

teams’ work. A visual example of this phase is demonstrated in the Fig 1 figure,
which highlights the interdependencies among various team activities.

• Risks and impediments are raised and discussed, with action plans to mitigate them.
5. Consolidation:

• Teams finalize their PI plans, ensuring that all dependencies are documented and
understood.

• Adjustments are made as needed to accommodate any changes that arose during the
event.

6. Confidence Vote:
• After the breakouts and discussions, teams often conduct a confidence vote to as-

sess their collective confidence in their PI plan. This is a way to gauge the team’s
alignment and understanding of the plan.

7. Closing and Commitment:
• The PI Planning event concludes with a commitment to the plan. Teams express

their commitment to achieving the PI objectives.
• Key takeaways and action items are summarized, and the event is officially closed.
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Figure 1: Sample artefact illustrating dependencies in PI Planning

IV PROBLEM STATEMENT AND RESEARCH OBJECTIVES

4.1 Limitations of Current PI Planning Tools

PI Planning has evolved with the introduction of digital collaboration platforms. However, these
tools often lack structured guidance and formal representations. Challenges include:

• Lack of traceability and standardization in dependency management;
• Inability to validate team capacity constraints or strategic alignment automatically;
• Manual tracking of risks and changes;
• Limited integration between PI artifacts and organizational goals.

4.2 Research Questions

To guide this study and structure our contribution, we define the following research questions:

Research Questions

1. RQ1: How can Program Increment (PI) Planning be formally represented to im-
prove structural consistency, traceability, and strategic alignment in Agile-at-scale
contexts?

2. RQ2: What metamodel elements and formal constraints are essential to accurately
capture the semantics and rules of PI Planning?

3. RQ3: How can a model-driven framework support stakeholder-specific views and
facilitate automated validation and analysis during the planning process?

4. RQ4: To what extent does the proposed approach offer advantages over existing
tools in terms of analytical capabilities and organizational alignment?

4.3 Mapping of Research Questions to Paper Sections

The following table summarizes where each research question is primarily addressed in the
paper.
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Table 1: Mapping of Research Questions to Sections

Research Question Relevant Section(s)
RQ1 Section V – Formalization of PI Planning
RQ2 Section V.2 – Formal Metamodel for PI Planning
RQ3 Section VI – Model-Driven Framework for

Stakeholder-Centric PI Planning
RQ4 Section VII – Discussion and Comparison with Exist-

ing Approaches

4.4 Methodology

4.4.1 Research Approach

Our approach is based on the design of a formal metamodel using Ecore and OCL. We used the
Eclipse Modeling Framework (EMF) and Sirius to define structural concepts, constraints, and
graphical representations aligned with Agile PI Planning events. The modeling was driven by
observed practices, challenges, and needs in large-scale Agile environments.

4.4.2 Data Sources and Observations

The design of our metamodel was informed by informal field observations and active partici-
pation in four PI Planning events within a large banking organization. These events involved
four to five Agile teams each, providing insights across multiple teams and coordination pat-
terns. These observations offered valuable insight into recurrent patterns, roles, and coordi-
nation challenges during PI Planning events. While the current work remains conceptual, it
reflects realistic scenarios encountered in practical settings.

4.5 Research Contribution

This paper proposes a metamodel and framework grounded in MDE to address the above limi-
tations. Our contribution includes:

• A formal core metamodel for PI Planning;
• An extension for value stream alignment;
• Viewpoint-based framework enabling traceability and impact analysis;
• Foundations for a future Domain-Specific Language (DSL) for PI Planning.

V FORMALIZATION OF PI PLANNING

5.1 Motivations for a Formal Model-Based Approach to PI Planning

PI Planning, a cornerstone practice in Agile at scale frameworks such as the Scaled Agile
Framework (SAFe) [17], has seen a significant shift in recent years with the adoption of digital
collaborative tools like Mural or klaxoon. While these tools offer flexibility and virtual collab-
oration, they also present unique challenges when compared to traditional, formalized planning
methods. One of the primary challenges lies in the absence of a formal model or framework to
guide the planning process. Here are some key difficulties that organizations may encounter:
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• Lack of Structured Guidance: Traditional PI Planning often relies on structured agen-
das and predefined templates to ensure consistency and alignment. Collaborative tools
like Mural, while versatile, may lack this level of structured guidance. As a result, teams
may struggle to maintain a consistent and standardized planning process.

• Dependency Management: PI Planning involves identifying and managing dependen-
cies between teams and work items. Without a formal model, dependency tracking can
become more complex and error-prone in collaborative tools. Teams may find it chal-
lenging to visualize and address intricate interdependencies effectively.

• Visibility and Traceability: In a formal PI Planning model, there is often built-in visibil-
ity into the progress of work items and their alignment with strategic objectives. Collab-
orative tools might not provide the same level of traceability, making it harder to assess
whether the PI plan is on track to meet its objectives.

• Alignment Challenges: Achieving alignment across teams and ARTs (Agile Release
Trains) is a core goal of PI Planning. In the absence of a formal model, it can be more
challenging to ensure that all teams are aligned with the same priorities and objectives,
potentially leading to misalignment.

• Documentation and Reporting: Formal models often support automatic documentation
and reporting, which can be lacking in collaborative tools. Generating accurate and up-
to-date documentation may require manual effort.

• Integration with Other Tools: Collaborative tools need to integrate seamlessly with
other software used in the organization’s Agile process. Without a formal model to guide
integration, ensuring data consistency and accuracy can be challenging

Our objective in furnishing a metamodel for PI Planning is to establish a foundational frame-
work upon which it becomes feasible to construct more organized and cohesive layers, facil-
itating the planning methodology and housing the data it generates. As an illustration, the
metamodel could facilitate the creation of perspectives and representations, such as tables and
diagrams, which can be employed to model planning results and automatically identify dis-
crepancies between Agile teams’ capacities and work items allocated to them during a specific
iteration.

5.2 Formal Metamodel for PI Planning

This section presents the core metamodel designed to formally represent the key structural
elements of a Program Increment (PI) Planning event. The metamodel is defined using UML
class diagrams and incorporates Object Constraint Language (OCL) rules to enforce consistency
between elements.

To illustrate the motivation behind our model, consider the following scenario:

A PI Planning event involves three Agile teams (Team A, B, and C). Each team commits to
delivering a subset of features, broken down into stories distributed across iterations. Some
stories have dependencies on other teams’ work, and business stakeholders need to ensure that
these features align with the company’s quarterly strategic objectives. Furthermore, each team
has limited capacity and must avoid overcommitment. Risks need to be tracked and visualized
across iterations.

Our metamodel aims to capture the structural components necessary to represent such a sce-
nario, including:

• Teams, Features, and Stories, linked via assignment and decomposition;
• Iterations and TeamCapacity constraints;
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• Dependencies between stories (internal and external);
• Risks associated with planning elements;
• Validation constraints such as “a team’s total story points per iteration must not exceed

capacity.”

Figure 2: A Metamodel for PI Planning (implemented using Eclipse EMF)

Through the creation of a Domain-Specific Model (DSL) for PI Planning, the metamodel pro-
posed in Fig. 2 intentionally eliminates the possibility of unplanned structural relationships
between instances, effectively guarding against human errors. Furthermore, additional con-
straints can be incorporated into the model using OCL to provide an extra layer of prevention
against context sensitive mistakes [18]. For instance, the following OCL constraints can serve
as illustrations. They illustrate how OCL can enhance clarity regarding what is anticipated
within an internal dependency relationship, distinct from an external dependency relationship
in the context of a specific story. In essence, an external dependency with respect to a particular
story pertains to a dependency linked to a story encompassed by a different agile team’s scope.

Algorithm V.1 A few examples of context sensitive constraints in the model

1 context Story
2 inv : self . internalDependencies . storyInQuestion −>forAll(s | s . agileteam = self . agileteam )
3

4 context Story
5 inv : self . externalDependencies . storyInQuestion −>forAll(s | s . agileteam <> self . agileteam )

Let us consider another sample OCL example to demonstrate how powerful can a tool backed
by a formal model be with regard to classic collaborative tools.

Algorithm V.2 Team charge coherence check.

1 context TeamIterationConstraint
2 inv : self . teamCapacityForIteration >= self . iteration . stories . estimation −>sum()

8



This OCL constraint ensures that no instantiated model will be valid if the capacity of a specific
agile team for a given iteration is less than the cumulative estimations of the stories assigned to
that team for that iteration.

• Traditional PI Planning tools do not include mechanisms to deter team members from
allocating stories with a cumulative estimation exceeding their capacity. As a result,
planning team members must exercise caution and repeatedly assess the alignment of
their plan with capacity requirements manually. Given the dynamic nature of the planning
process, where the planning board frequently undergoes changes, this verification can
become an unnecessary burden. Using a formal model, this cumulative estimation can
be automatically calculated by the model, and the diagramming board can incorporate a
signaling mechanism to indicate misalignment if it occurs.

The core metamodel depicted in Fig 2 is specifically tailored to the PI Planning activity, as
shown. Consequently, our analysis is confined to the concepts and relationships within this
core metamodel. However, by augmenting the core metamodel with an extension that includes
additional domains, we have the capability to broaden our analyses to encompass those areas.

5.2.1 Value Stream Extension for Strategic Alignment

While the core metamodel focuses on the operational aspects of PI Planning (teams, features,
dependencies, risks), it does not by itself capture the strategic dimension—specifically how
planned work aligns with business value and organizational objectives. To address this lim-
itation, we propose an extension of the metamodel incorporating elements of business value
streams.

A Value Stream in Agile at scale represents a series of steps that deliver value to customers. It
structures work around the flow of value, rather than traditional departments or hierarchies. By
linking PI artifacts such as Features or Epics to specific value streams and strategic business
goals, organizations gain the ability to assess alignment, prioritize more effectively, and make
trade-offs visible during planning.

This extension allows planners and stakeholders to visualize the distribution of planned work
across value streams, assess the coverage of business objectives, and identify potential misalign-
ments. For example, during a PI Planning event, it becomes possible to detect if no planned
feature contributes to a key business goal—a signal that strategic intent may not be effectively
operationalized.

Furthermore, automated checks can be defined using OCL to require for instance that every
business goal is covered by at least one feature in the planning. This constraint ensures that
each strategic objective is addressed by at least one planned Feature, helping teams and business
owners validate strategic coverage during the planning phase.

The value stream extension is a critical step in elevating PI Planning from team-level coordina-
tion to strategic portfolio alignment.

The extension brings new benefits including the following:
• Strategic Alignment: This analysis ensures that the value streams and features are in

sync with the organization’s new goals. Aligning work with strategic objectives is crucial
for maintaining relevance and ensuring that efforts contribute directly to the overarching
mission and vision of the organization.
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• Resource Optimization: By identifying and focusing on the value streams and features
that align with new goals, resources can be allocated more efficiently. This means prior-
itizing work that adds the most value and deprioritizing or eliminating work that is less
aligned with current objectives.

• Adaptability and Responsiveness: The business environment is dynamic, and goals can
change due to various factors like market trends, customer needs, or technological ad-
vancements. This analysis allows for agility in adapting plans to these changes, ensuring
the organization remains responsive and competitive.

• Risk Mitigation: Misalignment between planned initiatives and organizational goals can
lead to wasted resources, lost opportunities, and even reputational damage. By regularly
aligning PI Plans with current goals, these risks are minimized.

• Stakeholder Satisfaction: Ensuring that value streams and features align with new goals
can improve stakeholder satisfaction, as it demonstrates a commitment to delivering value
that is relevant and timely. This is especially important for external stakeholders like
customers and investors

• Continuous Improvement: This kind of analysis fosters a culture of continuous im-
provement. It encourages regular re-evaluation of plans and strategies to ensure they are
effective and aligned with the organization’s evolving goals.

• Clarity and Communication: Performing this analysis and adjusting plans accordingly
provides clarity to teams about what is expected and why changes are being made. This
enhances internal communication and can improve team morale and engagement.

• End-to-End Visibility: By incorporating the Value Stream concept into the metamodel,
organizations gain a holistic view of the end-to-end process of delivering value. This
allows stakeholders to understand the entire journey from ideation to delivery and beyond,
facilitating better decision-making and resource allocation.

• Alignment with Business Goals: The Value Stream extension allows organizations to
align their value delivery efforts directly with strategic business goals. By associating
Value Streams with Business Goals, stakeholders can ensure that the work being done
contributes directly to the organization’s objectives.

• Data-Driven Decision Making: With Value Stream Metrics integrated into the meta-
model, organizations can make data-driven decisions about where to focus improvement
efforts. By analyzing performance data and trends, stakeholders can identify patterns,
root causes, and opportunities for optimization.

The metamodel extension is illustrated in Fig 3. It’s worth noting that various extensions can be
applied to the core metamodel. These modifications enable it to cover additional related areas,
thus allowing for analyses that span multiple domains.

VI A MODEL-DRIVEN FRAMEWORK FOR STAKEHOLDER-CENTRIC PI PLAN-
NING

Program Increment (PI) planning involves orchestrating work items for multiple teams with the
ultimate goal of achieving a shared outcome. The planning process generates various represen-
tations to address specific areas of concern. For instance, one representation may emphasize the
dependencies between work items to highlight the chosen strategy for managing them, while
another representation might concentrate on the identified risks to underscore the mitigation
measures taken to address them.Moreover, since various user profiles participate in the process
and may exhibit varying preferences for different representations, the concepts and capabili-
ties of viewpoints and views offered by Model-Driven Engineering (MDE) align well with this
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Figure 3: A metamodel extension to enable PI activities alignment with business value streams

diversity.A tool such as Eclipse Sirius is appropriate for implementing diverse viewpoints and
views to cater to the distinct requirements of planning stakeholders as represented in Fig 4. Each
viewpoint corresponds to a defined collection of representations, which may include diagrams,
tables, matrices, or trees. These representations can be customized and expanded as needed.
To achieve this, Eclipse provides model handling capabilities with EMF as well as graphical
editing capabilities with GMF [19].

Figure 4: An illustration of user interaction with Viewpoints and Views

To make it concrete let us demonstrate how well-designed and thought viewpoints and views
can enhance efficiency in PI management with appropriate traceability and impact analyses.
This is made possible because of the capability available for model querying using OCL for
example [20]. Table 2 summarizes PI concerns that can be efficiently handled without human
effort. This is possible because these representations are backed by a formal model that allows
transitive computations.
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Table 2: Overview of scenarios where traceability and impact analyses can be managed using views
supported by formal models

Type of problem Problem or case description Benefit
Feature to
User Story
Traceability

Ensure that each Feature is traceable
to one or more User Stories.

Helps ensure that Features are broken
down into actionable User Stories, facilitating
development and testing.

Dependency
Tracking

Track and trace Dependencies between
Features, User Stories, or
Teams.

Helps in identifying critical dependencies
and their impact on planning, ensuring
that dependencies are managed
effectively.

Risk Management
Trace Risks to Features, User Stories,
or Teams and monitor their
mitigation progress

Enables proactive risk management
and ensures that potential disruptions
are addressed

Team Capacity
and Commitment

Ensure that User Stories are assigned
to Teams, considering their
capacity and commitment

Facilitates balanced work distribution
among Teams and supports
commitment-based planning

Change impact
analysis

A change request is received for a
specific User Story

Determine the impact of the change
on related Features, other User Stories,
and the overall PI Plan

Resource
Availability
Change
Analysis

One of the Teams experiences a
change in resource availability.

Assess how the change affects the
Team’s capacity and the distribution of
work items

Dependency
Resolution
Analysis

A critical dependency is resolved
ahead of schedule

Evaluate the positive impact on Features,
User Stories, and Teams, potentially
accelerating delivery

Value Stream
Alignment
Analysis

A new strategic goal is defined at the
organizational level

Determine which Value Streams and Features
are aligned with the new goal, and adjust
PI Plans accordingly

Let us take, for instance, the entry in Table 2, which pertains to Dependency Tracking. Consider
calculating, for a given agile team within the Program Increment (PI), how it relies on all other
teams. Referring to the metamodel, it’s evident that dependencies between distinct agile teams
are not explicitly stated and must be inferred from the stories the teams are involved in, as well
as the dependencies that impact those stories. The subsequent OCL expression illustrates how
this collection can be computed to provide data for a specialized view presentation.

Algorithm VI.1 Teams a given team depends on.

1 context AgileTeam
2 def teamsWeDependOn = self.stories . externalDependencies . storyInQuestion . agileteam −>asSet()

Let us now examine the entry in Table 2 regarding Value Stream Alignment Analysis. It’s
important to recognize that conducting this analysis isn’t feasible with the core metamodel
due to its lack of essential elements. However, the metamodel extension enables this analysis in
addition to several other potential analyses not outlined in the table. The introduction of this new
capability through the metamodel extension illustrates how seamlessly our approach, backed by
formal modeling, facilitates the straightforward implementation of additional analyses. These
analyses aid in positioning the PI activities within a broader strategic context aligned with the
enterprise vision.
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VII DISCUSSION

7.1 Theoretical and Practical Implications

This study demonstrates how MDE can enhance PI Planning by introducing formality, con-
sistency, and automation. Our proposal lays a theoretical foundation for future DSL-based
planning tools, while offering practical benefits such as better coordination, reduced error risk,
and improved visibility.

7.2 Comparison with Existing Approaches

Unlike informal digital boards or backlog tools, our approach introduces structural constraints,
cross-view traceability, and customizable viewpoints. This formalization enables systematic
analyses that are difficult or impossible to perform manually. To further clarify the added value
of our approach, we compare it in Table 3 with two widely used tools that support PI Planning
events in practice: visual collaboration platforms (e.g., Mural, Klaxoon) and backlog manage-
ment systems such as Jira Advanced Roadmaps. While these tools provide flexible ways to
organize work and visualize plans, they lack formal semantics, traceability, and analytical ca-
pabilities. In contrast, our metamodel-based approach enables formal validation, customizable
stakeholder views, and strategic alignment analysis through MDE techniques.

Table 3: Comparison with Existing PI Planning Tools and Approaches

Criteria Mural / Klaxoon Jira Advanced
Roadmaps

Our
Metamodel-
based Approach

Formal structure Informal board Partially struc-
tured

Fully formal
(Ecore + OCL)

Traceability between
artifacts

Manual Basic links (e.g.
epics/stories)

Automated and
bidirectional

Strategic alignment
(value streams)

Not supported Limited support Explicit model-
ing and analysis

Custom stakeholder
views

Static view Role-based filters
only

Multi-view mod-
eling (RTE, PO,
BO, etc.)

Impact analysis (what-
if, changes)

Not available Limited to issue
links

Model-based rea-
soning with OCL

Constraint checking
(e.g., capacity)

Manual valida-
tion

Partial rules Formal OCL con-
straints

Extensibility None Limited plugins Metamodel ex-
tensible via MDE
tools

7.3 Limitations and Validity Threats

Construct validity. The metamodel proposed in this study was informed by informal obser-
vations and participation in multiple PI Planning events within a large banking organization.
While this ensures relevance to real-world practices, the absence of a formal data collection pro-
tocol (e.g., structured interviews or surveys) may introduce interpretation bias. Nevertheless,
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the iterative refinement of the model and validation through constraint formalization (OCL)
help ensure that key concepts, roles, and relationships in PI Planning are accurately captured.

External validity. The current metamodel and framework were primarily shaped by obser-
vations in a specific domain—large-scale software development in the financial sector. While
the structural elements of PI Planning (e.g., teams, features, dependencies, value streams) are
broadly applicable across Agile Release Trains (ARTs), further studies are needed to assess
the model’s generalizability to other industries (e.g., telecom, automotive) and Agile-at-scale
frameworks beyond SAFe. Future iterations of the model may benefit from cross-sector valida-
tion or adaptation guidelines.

Future empirical evaluation. As this work is primarily conceptual and model-driven, no large-
scale empirical study has been conducted yet. The next stage of this research involves applying
the proposed framework in a real-world PI Planning environment. This may take the form of
an action-research collaboration with Agile teams, where the metamodel and viewpoint tools
are deployed in practice. Evaluation metrics will include modeling effort, planning consistency,
stakeholder satisfaction, and alignment quality. A comparative study with traditional planning
tools (e.g., Jira + Mural) may also be conducted to assess effectiveness and usability.

7.4 DSL Implementation Roadmap

This study represents the first stage in a structured roadmap toward the implementation of a
full Domain-Specific Language (DSL) for Program Increment (PI) Planning. The process is
organized into four main steps:

1. Metamodel Definition (Completed): A core ecore-based metamodel was defined to cap-
ture the structural semantics of PI Planning events, including teams, features, stories,
risks, and value streams.

2. Viewpoint Modeling (In Progress): Using Sirius, we are developing customized graph-
ical viewpoints to support the distinct needs of different stakeholders (e.g., Release Train
Engineers, Product Owners, Business Owners). These views are derived directly from
the metamodel.

3. Model Transformations and Constraints: Transformation rules (e.g., validation, de-
pendency propagation) and OCL-based constraints will be developed to support real-time
feedback and automated reasoning during planning.

4. Code Generation and Integration (Future Work): The final step will involve integrat-
ing the DSL with agile project management tools (e.g., Jira, GitLab) via model-to-text
transformations or API connectors, enabling end-to-end support from planning to execu-
tion.

This staged roadmap clarifies the progressive construction of the DSL and highlights how the
current work lays a formal and conceptual foundation for future automation, validation, and
tool support.
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VIII CONCLUSION AND FUTURE WORKS

This paper introduced a metamodel and a model-driven framework to support formal modeling
and analysis of Program Increment (PI) Planning events within large-scale Agile software de-
velopment contexts. By capturing key planning artifacts, relationships, and constraints through
an ecore-based metamodel enriched with OCL rules, our approach supports consistency check-
ing, traceability, and alignment with strategic value streams—features not supported by existing
PI Planning tools.

The proposed framework supports stakeholder-specific views, enabling Release Train Engi-
neers, Product Owners, and Business Owners to reason about capacity constraints, dependen-
cies, and strategic coverage from different perspectives. An extension of the core metamodel
was introduced to explicitly model value streams and strategic objectives, making it possible to
analyze business alignment during the planning phase.

Compared to popular tools such as Mural or Jira Advanced Roadmaps, our contribution brings
formality, automation, and extensibility through the use of Model-Driven Engineering (MDE)
techniques.

To our knowledge, this is the first metamodel and model-driven framework tailored to PI Plan-
ning that explicitly models both operational and strategic alignment artifacts, offering auto-
mated reasoning capabilities beyond what current Agile tools provide.

Nevertheless, this study is conceptual and has not yet been validated in a real-world industrial
setting. The current prototype lacks implementation as a fully functional tool, and collaboration
workflows are not yet modeled. These are important areas for further development.

Future research will focus on several directions:
• Implementing the metamodel and views as a prototype tool using Eclipse Sirius;
• Validating the approach through industrial case studies or simulated PI Planning sessions;
• Extending the metamodel to support stakeholder collaboration workflows and decision-

making logic;
• Integrating DevOps metrics and risk analysis models to enhance traceability from plan-

ning to delivery.
In general, this work contributes to bridging the gap between Agile planning practice and the
formal modeling capabilities offered by MDE. It also contributes to the foundational explo-
ration of how formal methods and MDE can enhance coordination, traceability, and strategic
alignment in scaled Agile environments. The proposed metamodel and framework can inspire
similar modeling approaches for other Agile events such as Inspect & Adapt and System De-
mos.
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Abstract
This study evaluates and compares the performance of two prominent fingerprint recognition
methods: the Generalized Hough Transform (GHT) and Siamese neural networks. Using the
diverse and well suited CASIA database, we conducted an exhaustive comparison on a represen-
tative sample of 628 fingerprints per model. Siamese neural networks demonstrated exceptional
accuracy, surpassing 99.2%. Their efficiency in processing large datasets highlights their suit-
ability for biometric applications requiring detailed analysis. In contrast, the Generalized Hough
Transform achieved a strong accuracy of 97.7%, proving its reliability even with more constrained
data. Our analysis underscores the distinct strengths of each method, particularly the adaptability
of Siamese networks to complex fingerprint variations. Their robust generalization capabilities
make them ideal for large-scale biometric systems. Performance was assessed using key met-
rics, including the confusion matrix (visualizing predicted vs. actual matches) and the F1-score
(balancing precision and recall). These findings advance our understanding of biometric security
challenges and suggest promising directions for future research in this rapidly evolving field

Keywords
Hough Transform; confusion matrix; F1-score

I INTRODUCTION

Fingerprint recognition remains a cornerstone of modern biometric systems, critically support-
ing identification and authentication across diverse applications ranging from mobile device
security to forensic investigations. As reliance on these systems grows, the scientific commu-
nity continues to pursue enhanced methods that improve both accuracy and operational effi-
ciency. Current approaches span traditional geometric feature-based techniques, such as the
Hough transform, to advanced deep learning architectures including convolutional neural net-
works (CNNs) [12][6] .

Our study focuses on comparing two particularly significant yet fundamentally different ap-
proaches: the Generalized Hough Transform (GHT) and Siamese neural networks. This selec-
tion is motivated by their complementary advantages in addressing key fingerprint recognition
challenges. While conventional CNNs excel at feature extraction, they typically require exten-
sive labeled datasets and are less optimized for pairwise matching tasks. Siamese networks, by
contrast, are specifically designed for similarity comparison, making them exceptionally suited
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for fingerprint verification where assessing input pairs is essential [7]. The generalized Hough
transform offers distinct benefits of computational efficiency and noise robustness, maintaining
relevance for applications where interpretability and resource constraints are paramount. This
dual evaluation provides unique insights into how traditional and modern methods can address
different operational requirements.

Using the comprehensive CASIA database selected for its diversity and scalability, we conduct
a rigorous comparative analysis with three primary objectives: first, assessing each method’s
capability to handle complex fingerprint variations; second, evaluating their accuracy under
practical conditions; and third, providing a detailed examination of their respective strengths
and limitations.

Our evaluation employs robust metrics including confusion matrices for performance visualiza-
tion and F1 scores to balance precision and recall, offering a nuanced understanding of each
approach’s effectiveness.

This systematic comparison not only advances our understanding of fingerprint recognition
methodologies but also provides practical guidance for implementing context-appropriate solu-
tions. By bridging traditional and cutting-edge approaches, our findings contribute valuable in-
sights for developing next-generation biometric systems that must balance accuracy, efficiency,
and scalability in real world applications.

II METHOD DESCRIPTION

2.1 The database

The choice of database is crucial in our study, as it serves as the primary testbed for evaluat-
ing the performance of fingerprint recognition methods. We opted for the CASIA database,
renowned for its substantial size and carefully organized diversity.

The CASIA database is extensive, comprising a large collection of fingerprints from a variety
of sources. It is organized into 500 folders numbered from "000" to "499," each representing a
specific individual. Each subject has two subfolders, "L" (left) and "R" (right), each containing
20 fingerprint images [14]. This is illustrated in the figure below.

In total, the database comprises 20,000 fingerprint images, encompassing a wide range of con-
ditions, subjects, and environments. The scale of CASIA plays a crucial role in obtaining robust
and generalizable results, which are essential for evaluating performance across diverse scenar-
ios. Equally important is its diversity, as it reflects the real-world conditions faced by fingerprint
recognition systems. The fingerprints cover natural variations in age, gender, and ethnicity. In
addition, the database captures different finger positions, varying illumination levels, and other
environmental factors that contribute to its richness [13].

By opting for the CASIA database, we aim to ensure a comprehensive and representative eval-
uation of fingerprint recognition methods. This selection takes into account the complexity of
real-world conditions, providing a solid basis for relevant and applicable conclusions.
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Figure 1: Structure of the CASIA-FingerprintV5(BMP)_2 database.

2.2 Hough Transform

The Generalized Hough Transform (GHT) plays a crucial role in fingerprint recognition by
detecting and extracting specific features such as minutiae from an image. It builds on the core
principle of the original Hough transform, developed for line detection, and extends it to more
complex shapes (e.g., curves and circles), making it particularly suitable for fingerprint analysis
[4].

In this section, we detail the implementation of the Generalized Hough Transform and explain
how its generality aligns with our study. We begin with data preprocessing, during which finger-
print images undergo intensity normalization, segmentation, and binarization to reduce noise.
The Zhang–Suen thinning algorithm is then applied to reduce ridge thickness to a single-pixel
width, thereby simplifying minutiae extraction.

a) Data preprocessing

Fingerprint impressions were subjected to several preprocessing techniques [1][8] including
intensity normalization, segmentation, and binarization to suppress noise. Subsequently, the
Zhang–Suen thinning algorithm [3] was applied to each block to reduce ridge thickness to a
single-pixel skeleton, thereby simplifying minutiae extraction.
An overview of the stages of fingerprint image preprocessing is provided below.
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Figure 2: Stages of fingerprint image preprocessing.

b) Minutiae extraction

The minutiae are unique characteristics of the fingerprint that allow for its identification and ver-
ification [2]. Each minutia mi is represented by a quadruplet of coordinates: mi = (xi, yi, θi, ti)
[10]. The coordinates xi and yi correspond to the position of the minutia in the image, θi
represents its direction, which is generally calculated from the local orientation of the ridge,
and ti indicates whether the minutia is a termination or a bifurcation type. Bifurcations and
terminations are key points for comparing fingerprints.

For each black pixel in each block of the fingerprint, we calculate the Crossing Number (CN)
indicator [2], which is a measure of local topology. The formula for the CN indicator is as
follows:

CN =
1

2

8∑
i=1

|pi − pi+1| with p9 = p1 (1)

The neighboring pixels p1, ..., p9 are arranged in a clockwise order. Using the properties of the
CN, as summarized in the table above, each ridge pixel can be classified as either a termination,
a bifurcation, or a point without a minutia. Specifically, an isolated pixel will have a CN of 0, a
termination will have a CN of 1, a continuous ridge will have a CN of 2, a bifurcation will have
a CN of 3, and a crossing will have a CN of 4 [2]. This information is essential for minutiae
extraction and fingerprint comparison.

c) Minutia orientation estimation

To estimate the orientation of a minutia m, we seek to find the line that passes through m
and best fits the surrounding connected points. We use a simple linear regression method [13]
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for this purpose. By then applying the atan function to the slope of the line, we obtain the
orientation of the minutia.

d) Comparison of minutiae

After the preprocessing phase of the fingerprint image, we use an adapted Generalized Hough
Transform (GHT) algorithm, followed by a matching algorithm to detect and connect the cor-
responding feature points. The adapted Generalized Hough Transform (GHT) algorithm uses
mathematical equations in a parameter space to determine the spatial relationships between the
feature points. These parameters describe the characteristics of the spatial relationships, such
as the distance and angle between the minutiae .

The algorithms for the adapted Generalized Hough Transform (GHT) and the matching are il-
lustrated below, respectively:

Algorithm 1 Generalized Hough Transform Algorithm
Require: Two sets of minutiae S1 and S2

Ensure: Parameter transformation (peak position)
1: Initialize accumulation matrix A[x][y]← 0
2: for each minutia M1 ∈ S1 do
3: for each minutia M2 ∈ S2 do
4: δangle ← min(|θM1 − θM2|, 360− |θM1 − θM2|)
5: anglediff ← 360− δangle
6:
7: ∆x← xM1 − (xM2 · cos(anglediff )− yM2 · sin(anglediff ))
8: ∆y ← yM1 − (xM2 · sin(anglediff ) + yM2 · cos(anglediff ))
9:

10: A[∆x][∆y]← A[∆x][∆y] + 1
11: end for
12: end for
13: return argmaxx,y A[x][y]

Algorithm 2 Minutiae matching
Require: Two minutiae sets E1 and E2, thresholds τ1 and τ2
Ensure: List of minutiae pairs P

1: Initialize P ← ∅, count← 0
2: for each M1 ∈ E1 do
3: for each M2 ∈ E2 do
4: if |∆x| < τ1 and |∆y| < τ1 and θdiff < τ2 then
5: count← count + 1
6: P [count]← (M1,M2)
7: end if
8: end for
9: end for

10: return P
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III NEURAL NETWORK MODEL FOR IMAGE COMPARISON

Remarkable advances in artificial intelligence have produced a wide range of neural network
architectures specialized for specific tasks. For fingerprint verification and image comparison,
Siamese models have emerged as a particularly effective approach [4,6]. The model described
below follows this paradigm, adopting a Siamese architecture for image comparison and thereby
leveraging convolutional feature learning.

Our methodology employs a neural network specifically designed for fingerprint recognition.
The choice of this model detailed below stems from considerations aimed at optimizing recog-
nition performance across diverse conditions. Before delving into the network’s characteristics,
we emphasize the central role of methodology in evaluating fingerprint recognition systems.

To make the methodological approach more accessible, a detailed schematic diagram is pro-
vided below.

Figure 3: Diagram.

This diagram gives readers a clear view of the stages of the process from data preparation
through the crucial minutiae matching stage. Including the diagram offers a high-level overview
that clarifies the interactions among the components of our methodology.

3.1 Model architecture

The fingerprint-matching model adopts a Siamese architecture with two weight-sharing branches
that process a pair of fingerprint images ( Figure 4). Each branch encodes its input into a feature
embedding, and a similarity measure computed from the two embeddings determines whether
the prints match, with sensitivity to subtle differences [7].
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Figure 4: Model architecture.

3.2 Feature extraction

The first stage of the model involves feature extraction from fingerprint images. This phase
uses convolution and max-pooling operations to detect significant patterns while reducing the
dimensionality of the data. The special feature lies in the sharing of weights between the two
input branches, ensuring consistent feature extraction.
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3.3 Feature Subtraction

Once features have been extracted, an element-wise subtraction is applied between the two
branches. This step reveals pixelwise differences between the fingerprints, thereby emphasizing
regions of divergence.

3.4 Classification

The resulting features are then passed through classification layers, including additional con-
volutional operations. These decision layers estimate the probability of similarity between the
fingerprints. The sigmoid activation in the output layer produces a value in [0, 1] that represents
the similarity score.

3.5 Data Augmentation Training

To improve robustness, we integrated a data generator during training. This generator applies
various augmentation techniques such as gaussian blur and geometric transformations to diver-
sify the dataset. In our setup, we increased the number of images fivefold per fingerprint. This
enlargement further enriches the dataset, giving the model greater variety and helping it general-
ize in the presence of fingerprint variations, which in turn improves robustness and recognition
performance in real world conditions. An illustration of the augmentation pipeline is shown in
Figure 5.

Figure 5: Data Augmentation.

With regard to the model parameters, the activation function used is ReLU (Rectified Linear
Unit) for the convolutional layers, except for the output layer, which uses the sigmoid activation
function. The optimizer used is Adam, an algorithm commonly used in deep learning, with the
default learning rate. For the loss function, we opted for the binary cross-entropy loss, adapted
to binary classification tasks. Finally, the batch size used for training is 563, determining the
number of samples processed simultaneously before the model weights are updated. We also
trained the model over 6 epochs, a number chosen to ensure adequate convergence while avoid-
ing overfitting. Summaries of the model architecture and hyperparameters are provided below
(Tables 1–3).
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Layer Type Size Output Params
Input InputLayer - 90×90×1 0
Conv2D_1 Conv2D 3×3 90×90×32 320
MaxPool_1 MaxPool2D 2×2 45×45×32 0
Conv2D_2 Conv2D 3×3 45×45×32 9,248
MaxPool_2 MaxPool2D 2×2 22×22×32 0

Total: 9,568

Table 1: Architecture of the shared feature extraction block

Stage Description Output Shape Parameters
Inputs Two 90×90 grayscale images (None, 90, 90, 1) × 2 0
Feature Extraction Shared feature_model application (None, 22, 22, 32) × 2 9,568
Subtraction Element-wise difference (None, 22, 22, 32) 0
Conv2D Convolution on difference (None, 22, 22, 64) 18,496
MaxPooling Spatial reduction (None, 11, 11, 64) 0
Flatten Vectorization (None, 7,744) 0
Dense_1 Intermediate dense layer (None, 64) 495,680
Dense_2 Binary output (None, 1) 65

Total parameters: 523,809

Table 2: Complete Siamese neural network architecture

Category Value
Architecture Input size 90×90×1

Convolution kernels 3×3
Pooling 2×2 MaxPooling
Filters 32 → 32 → 64
Padding ’same’

Training Loss function binary_crossentropy
Optimizer adam
Metric accuracy

Table 3: Siamese network hyperparameters

IV RESULTS

In our study, we used two distinct methods to analyse an image dataset: Generalized Hough
Transform (GHT) and the neural network.

For Generalized Hough Transform, we randomly selected 628 images from our main dataset.
This selection was used to create two subsets of the data, Data1 and Data2, containing 500
and 128 images respectively. Note that 64 images are common to these two subsets. We then
compared the fingerprints in Data2 with those in Data1.

For the neural network approach, we divided our dataset (20,000 fingerprint images) by allocat-
ing 90% of the images to model training and the remaining 10% to validation. After training, a
random sample of 128 images was selected for further testing. These tests were used to compare
the results obtained with those of the Hough transformation.

These evaluations were carried out on a Lenovo Ideapad Gaming 3 laptop, equipped with 16
GB of RAM and a 10th-generation Intel Core i5 processor running at 4.5 GHz. Python (version
3.11.7) was used as the main development environment for implementing the machine learning
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models. TensorFlow (version 2.15.0) was used to create, train and evaluate neural networks,
in particular for the Siamese neural network method. Anaconda was used as the development
environment, with Jupyter Notebook for executing and presenting the Python code. All these
operations were carried out on the same machine to ensure consistency of experimental condi-
tions.

Thanks to these rigorous methodological approaches, we have obtained precise and reliable
results, highlighting the distinct performance of each analysis method. The results are presented
in the table 1.

These results are also illustrated using a confusion matrix and a diagram, providing a clear
visualisation of the performance of each method.

Figure 6: Confusion matrix.

Figure 7: grouped bar graph of analysis method performance.

10



Accuracy Sensitivity Specificity F1-score
Generalized Hough Transform 0.977 0.984 0.969 0.976
Siamese Neural Networks 0.992 1.0 0.984 0.992

Table 4: Performance comparison of analyzed methods.

V DISCUSSION

5.1 Performance comparison

In this section, we compare the performance of the Generalized Hough Transform and the
Siamese network based on the results obtained.

Our findings indicate that the Siamese network slightly outperforms the Generalized Hough
Transform. It achieves higher accuracy (0.992 vs. 0.977) and perfect sensitivity (1.000 vs.
0.984), reflecting an excellent ability to correctly identify positive matches. Specificity remains
comparable (0.984 for the Siamese model vs. 0.969 for Hough). Finally, the F1 score which
balances precision and recall is also higher for the Siamese network (0.992 vs. 0.976).

Although the Siamese network is generally superior, the optimal choice depends on constraints
related to data, computational resources, and interpretability requirements. Generalized Hough
Transform (GHT) does not require labeled data, has a very small memory footprint, runs ef-
ficiently on CPU only hardware, and offers strong interpretability (votes/peaks in parameter
space) all crucial for auditability and deterministic behavior. Conversely, a Siamese network
requires labeled pairs and a machine-learning runtime, but typically provides greater robustness
to noise, occlusions, and pose variations especially when trained with data augmentation. It also
scales better to large databases by comparing compact vector representations (embeddings) via
approximate nearest-neighbor search. In practice, prefer GHT under stringent resource or trans-
parency constraints, and favor the Siamese approach when accuracy under diverse real-world
conditions and scalability are paramount. A pragmatic compromise is a cascaded design: use
fast geometric pre-filtering (GHT) to reject obvious non-matches or estimate coarse alignment,
then apply the Siamese verifier to the remaining candidates to optimize the compute accuracy
trade-off.

Under real-time constraints (decisions within a few tens of milliseconds) and limited resources
(CPU-only, battery constrained), GHT remains highly competitive: predictable compute cost,
minimal memory, no ML runtime, and deterministic behavior. In practice, one bounds the pa-
rameter space (angles, distances/radii), restricts processing to a region of interest (ROI), and
applies early reject heuristics to meet strict service level objectives (SLOs). A Siamese network
can also satisfy real-time requirements provided it is optimized: quantization (e.g., INT8), re-
duced input resolution, lightweight architecture (depthwise-separable convolutions), and early
exit thresholds. With an embedded GPU/NPU, inference becomes very fast; on CPU, latency
remains acceptable if the model is compact.

In structured environments (standardized acquisition: slap/roll scanners, glass platen, stable
illumination, controlled pose and resolution), ridge geometry is predictable and intrinsic image
quality is high. GHT then benefits fully from tightened parameter ranges, which reduces the
accumulator size, accelerates decision-making, and strengthens interpretability (sharp peaks
in the voting space), with low maintenance (no training or recalibration). This setting suits
access kiosks, administrative counters, or industrial devices. Siamese networks often retain a
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slight accuracy edge, but the gap may become marginal in highly controlled conditions; that
gain should be weighed against deployment complexity (ML runtime, model updates). Thus, in
highly structured environments with strong auditability requirements, GHT is preferable; where
residual variability is present (partial/wet fingers, micro shifts) or when maximal accuracy is
required, the Siamese network is the better choice.

5.2 Limitations of the study

o interpret our results appropriately, it is important to consider the study’s limitations. First, al-
though the CASIA-FingerprintV5 (BMP) dataset contains 20,000 fingerprint images, it captures
only a fraction of the diversity found in human fingerprints. Models trained here may therefore
exhibit biases and may not fully generalize to more heterogeneous datasets. For example, cer-
tain demographic groups or acquisition conditions may be underrepresented. To mitigate this,
one could employ data augmentation (e.g., rotation, elastic distortion, contrast variation), incor-
porate more diverse datasets, and perform cross-dataset validation.

Second, we evaluated only two techniques (GHT and Siamese networks). Other approaches
such as triplet-based networks, graph based methods, or Transformer-based architectures may
offer different or complementary perspectives. Our conclusions should therefore not be as-
sumed to generalize to all fingerprint identification or verification methods.

Third, the observed performance can be sensitive to training choices: hyperparameters, loss
functions, optimization methods, the strategy for generating pairs (positive/negative), and the
selection of a decision threshold. A systematic exploration (sensitivity analysis, hyperparameter
search) would be necessary to more fully characterize model robustness.

Finally, experimental conditions hardware, software libraries, framework versions, and random
seeds can also affect results. These factors should be accounted for when interpreting per-
formance and assessing real world applicability. Using reproducible environments (e.g., con-
tainers), standardized benchmarks, fixing random seeds, and reporting confidence intervals can
further strengthen the reliability of the conclusions.

VI CONCLUSION

In conclusion, this comparative study examined the performance of the Generalized Hough
Transform (GHT) and Siamese neural networks for fingerprint recognition and highlighted sig-
nificant results. The Siamese model achieved higher accuracy (0.992 vs. 0.977) and a higher
F1 score (0.992 vs. 0.976) than GHT, underscoring its effectiveness in this setting.

This comparison offers practical guidance by clarifying the strengths and limitations of each
approach, which can inform the design and adoption of more accurate and robust biometric
systems that enhance security and privacy across applications. Nonetheless, challenges remain
improving robustness to variable fingerprint quality and scaling to large data volumes among
them so further work is needed to address these issues and deliver more effective solutions.

To move beyond an either or choice, we propose a cascaded hybrid. GHT first provides a fast,
interpretable pre selection of candidates (bounded parameter space, geometric score) and, if
needed, a light geometric realignment; the shortlisted pairs are then refined by the Siamese
network, which outputs a match probability. Final decisions can use dual thresholds (reject/ac-
cept/gray zone) and late score fusion (e.g., weighted or logistic calibration of the GHT score
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with the network output). This strategy preserves GHT’s frugality and transparency while lever-
aging the learned model’s robustness. At very large scales, the order can be inverted: retrieve
top-K candidates in the Siamese embedding space and validate them geometrically with GHT.
Future evaluations should quantify the overall benefit (F1, ROC–AUC/EER) alongside latency
and resource constraints.

VII GLOSSARY OF TECHNICAL TERMS

Term Description

Minutiae Local ridge characteristics (e.g., terminations, bi-
furcations) used to describe and compare finger-
prints.

Termination / Bifurcation Types of minutiae: a termination (end of ridge)
or a bifurcation (division into two branches).

Ridge orientation (theta) Local direction of ridge flow around a
point/minutia; used to guide matching and
normalization.

Crossing Number (CN) Local topological measure on a 3 × 3 neighbor-
hood to classify pixels (non-minutia, termination,
bifurcation, etc.). Formula: CN ≈ 1

2

∑8
i=1 |pi −

pi+1| with p9 = p1.

Generalized Hough Transform (GHT) Voting-based method accumulating geometric ev-
idence in a parameter space (Hough) to detect
shapes or correspondences.

Accumulator (Hough space) Discrete parameter grid where votes are tallied;
peaks indicate the most probable geometric align-
ments.

Region of Interest (ROI) Sub-part of the image containing the relevant fin-
gerprint area, used to focus computations.

Siamese neural network Two-branch network sharing the same weights,
producing comparable embeddings to estimate
similarity.

Embedding Compact feature vector produced by a network to
represent an image (for comparison or indexing).

Absolute difference / Subtraction Elementary operations between two feature
maps: |A−B| (order-invariant) or A−B (order-
sensitive).

Precision TP
TP+FP : proportion of correctly predicted matches.

Recall (Sensitivity) TP
TP+FN : proportion of true matches correctly de-
tected.
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Specificity TN
TN+FP : proportion of non-matches cor-
rectly rejected.

F1-score Harmonic mean of precision and recall:
F1 = 2× Precision×Recall

Precision+Recall .

ROC–AUC / EER ROC–AUC: area under the ROC curve
(threshold-independent performance).
EER: equal error rate (false acceptances
= false rejections).

Approximate Nearest Neighbor (ANN) search Fast search for the K nearest neighbors
in large databases (sub-linear time).

Quantization (INT8) Representation of weights/activations on
8 bits to reduce memory and latency (mi-
nor precision loss).

NPU Neural Processing Unit; hardware accel-
erator optimized for neural network infer-
ence on embedded devices.

Data augmentation Transformations applied to training im-
ages (blur, rotation, contrast, etc.) to im-
prove generalization.

Batch size / Epoch Batch size: number of samples processed
before an update. Epoch: one complete
pass through the training set.

ReLU / Sigmoid Activation functions: ReLU for hidden
layers, Sigmoid for binary outputs (match
probability).

Binary cross-entropy Cost function for binary classification,
comparing predicted probabilities to ac-
tual labels.

Adam optimizer Adaptive stochastic gradient method
commonly used for neural network train-
ing.

Table 5: Glossary of technical terms in fingerprint recognition and machine learning.
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Abstract
The objective of this study is to propose solutions for predicting drinking water consumption over a
period of 5 days. To achieve this, machine learning methods such as neural network algorithms are
used to confront different results in order to obtain a model that optimizes daily water consumption
the most. The algorithms used include Multi-Layer Perceptron (MLP), Simple Recurrent Neural
Network, Long Short-Term Memory (LSTM) recurrent neural network, and Gated Recurrent Unit
(GRU) recurrent neural network. Since the data comes from multiple sources, the algorithms are
used to train models on each dataset. At the end of this study, the model that optimizes the best is
selected for each dataset after comparing the results of different algorithms. Based on the various
results obtained, the performance of the algorithms varies depending on the periods and the data.
For example, the best performance in predicting consumption in the KUA area on the J+5 day
period is attributed to the MLP algorithm based on mean absolute errors (MAE).

Keywords
Machine learning, data analysis, prediction

I INTRODUCTION

Agencies responsible for managing water consumption are increasingly encountering chal-
lenges related to water distribution. One of the primary causes of these challenges lies in the
high demand stemming from the significant growth of the population, both in urban and rural ar-
eas. Given the increasing complexity of water management, new and innovative solutions must
be considered to effectively address these issues. In this context, it is essential to explore the
opportunities provided by emerging technologies in order to identify a solution capable of effi-
ciently responding to the current situation. A particularly relevant approach involves leveraging
modern technologies to forecast water consumption volumes. To enable such forecasting, it is
necessary to rely on historical consumption data. Indeed, whether it concerns coagulant dosage
modeling in treatment plants [7], water monitoring through sensors [5], or addressing broader
water management challenges [10]—particularly those related to consumption—having a suf-
ficient volume of historical data is crucial to facilitate accurate predictions. By implementing
such a solution, the National Office for Water and Sanitation (ONEA) can address these chal-
lenges while also modernizing its operational practices. Current approaches, which are based on
conventional methods (such as the statistical estimation method employed by ONEA in 2019),
exhibit significant limitations in terms of efficiency and reliability. There is a pressing need

0Note: This is an improved version of a previous article published in June 2024 at
https://eudl.eu/doi/10.4108/eai.18-12-2023.2348136 with reference [33].
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to adopt modern technological methods to improve the management of water distribution sys-
tems. The methods proposed in this study are based on neural networks. The performance of
traditional methods is negligible when compared to that of neural networks. These networks of-
fer substantial predictive capabilities thanks to their complex structure, which enables them to
process and model highly nonlinear and intricate problems. Their architecture consists of mul-
tiple successive layers, granting them strong analytical power in data processing. Each layer is
composed of interconnected neurons that handle incoming information. The complexity of a
neural network is directly related to the number of neurons it contains: the greater the number
of neurons, the more complex and powerful the network becomes, with its strength lying in
the interactions between neurons [20]. Within the scope of neural networks, various predictive
methods exist. Among these, this study focuses on those based on quantitative data, a choice
that is justified by the nature of the data collected from ONEA. This paper is structured into
four main sections: (1) a detailed description of the methods employed, (2) an explanation of
the data collection process, (3) data preprocessing and preparation, and finally, (4) a presenta-
tion and discussion of the results, followed by a conclusion.

II METHOD DESCRIPTION

In the scope of our study, given that the available data are quantitative, the choice was made
to utilize four (4) methods, namely Multi-Layer Perceptron (MLP), simple recurrent neural
network, Long Short-Term Memory (LSTM) recurrent neural network, and Gated Recurrent
Unit (GRU) recurrent neural network.

2.1 The Multi-Layer Perceptron (MLP)

The MLP (Multilayer Perceptron) is a neural network comprised of layers, wherein the activa-
tion functions within each layer are identical [20]. The MLP network typically consists of three
layers: the input layer, the hidden layer, and the output layer (refer to figure 1). Each layer em-
ploys an activation function to process the incoming information. This information processing
is facilitated by the backpropagation method ([17]), enabling the flow of information from the
input layer to the output layer and vice versa.

2.2 Simple recurrent neural networks

Recurrent Neural Networks (RNNs) are a class of neural networks characterized by cyclic con-
nections, making them particularly well-suited for processing sequential data such as time se-
ries, video streams, or audio signals.

Simple RNNs represent the most basic form of recurrent networks. Similar to Multi-Layer
Perceptrons (MLPs), they rely on the backpropagation algorithm [22], specifically a variant
known as Backpropagation Through Time (BPTT), to learn temporal patterns from sequential
data. Their architecture resembles that of MLPs, with one crucial distinction: they incorpo-
rate recurrent connections that allow information to persist across time steps. Fully Recurrent
Neural Networks (FRNNs) go a step further by introducing complete connectivity between all
neuron outputs and all inputs. This structure represents the most generalized form of neural
network topology, capable of simulating any other configuration by appropriately adjusting the
connection weights (for instance, by setting certain weights to zero to simulate the absence of
connections).

It is important to note that, in visual representations, these networks are often “unrolled” in
time to resemble layered structures. This can be misleading: what appears to be multiple dis-
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tinct layers is, in fact, the same network repeated across time steps. In illustrations (Figure 2),
the recurrent connections—typically represented by arcs labeled ‘v’—are unfolded over time,
creating the illusion of several layers, when in reality it is the same set of neurons processing
input data at different temporal intervals.

2.3 Long Short-Term Memory (LSTM)

Long Short-Term Memory (LSTM) is a type of neural network known for its high complexity,
characterized by the integration of two forms of memory: long-term memory and short-term
memory. Its architecture consists of four interacting components that enable the selective ad-
dition and removal of information. These components, referred to as gates, correspond to the
functional layers of the network:

• the Input Gate,
• the Forget Gate,
• the Memory Cell,
• and the Output Gate.

The core strength of LSTM networks lies in their ability to capture and manage long-term de-
pendencies, which makes them particularly suitable for processing long or complex sequences.

The equations of the LSTM model are defined by the set of the following equations ([25]):

Ft = σ
(
bF + xtU

F + ht−1W
F
)

It = σ
(
bI + xtU

I + ht−1W
I
)

Ot = σ
(
bO + xtU

O + ht−1W
O
)

Ft = σ
(
bF + xtU

F + ht−1W
F
)

ct = Ftct−1 + Ittanh (b+ xtU + ht−1W )

ht = tanh (ct)Ot

ŷ = g
(
bŷ + htW

ŷ
)

Where F corresponds to the "forget gate," the gate responsible for updating the memory cell c. I
and O correspond to the "input" and "output" gates, allowing the input and output of information
in the LSTM based on the input data x and ht-1, which represents the hidden state, the output
vector of the LSTM at time step t-1. The vectors U and W correspond to the weights associated
with the input data and recurrent weights associated with the hidden layer at time step t-1. g
represents an activation function used to obtain ŷt, the LSTM’s prediction or classification at
time step t.

2.4 Gated Recurrent Unit (GRU)

The Gated Recurrent Unit (GRU) model is a simplified version of the LSTM network. Like
LSTM, it is capable of capturing long-term temporal dependencies, but its architecture is based
on only two gates:

• the Reset Gate,
• and the Update Gate.

A key advantage of the GRU lies in its reduced training time, making it computationally more
efficient. Figure 4 illustrates the structure of a GRU network.
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III DATA COLLECTION

The data used in this study originate from daily potable water consumption, collected from
the National Office for Water and Sanitation (ONEA) in Bobo-Dioulasso. The city of Bobo-
Dioulasso and its surrounding areas are supplied with drinking water by ONEA. To improve
water management, the agency has divided the city and its outskirts into eight (8) water dis-
tribution zones. The data related to the volume of water distributed in each of these zones
constitute the dataset for this study, covering the period from November 2018 to November
2021. In addition to consumption data, temperature data were also of particular interest in this
study. To obtain them, temperature records for the Bobo-Dioulasso region, covering the same
period (November 2018 to November 2021), were collected from the official platform of the
national meteorological agency of Burkina Faso.

The data provided to us has undergone a cleaning process to ensure the acquisition of reliable
and consistent data. Following this cleaning process, nine variables were selected for further
analysis in the study, including data on:

• The distribution of KUA

• The distribution of LOW SARFALAO,

• The distribution of HIGH SARFALAO,

• The distribution of BAMA,

• The distribution of BELLE VILLE,

• The distribution of LAFIABOUGOU,

• The distribution of BOLO VERS VILLE,

• The distribution of BELLE VILLE PIQUAGE,

• Maximum temperature.
After statistical analysis, we obtain the results (summaries) in the table 1.
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IV DATA PROCESSING

Data processing involves model training, encompassing data cleaning and normalization to en-
sure high-quality inputs. Data cleaning—which accounts for more than half of the total pro-
cessing time—ensures that the dataset is reliable, consistent, and meaningful. Normalization,
in turn, standardizes the data onto a common scale while preserving the original range and in-
formational content. In this study, Z-score normalization is applied, which involves subtracting
the mean from each raw value and dividing the result by the standard deviation (see Equation
1).

Before normalization, the dataset is partitioned into training and testing subsets. Although there
is no universally fixed ratio for this split, previous studies commonly recommend proportions
such as 75% training and 25% testing, or 80% and 20%, respectively [10]. In the present work,
data from each zone and corresponding temperature records underwent the full preprocessing
pipeline: cleaning, normalization, and partitioning according to the selected ratio.

Xnorm =
Xi − X̄

σx

(1)

where:
• Xnorm : normalized value
• Xi : gross value
• X̄ : average of the data
• σx : standard deviation

V RESULTS

The data obtained from each zone after processing was used to train models over multiple
periods using the selected algorithms. The results obtained after training on the different zones
are presented in the following sections.

5.1 Prediction results of Belle ville

The water consumption data from the Belle Ville zone were preprocessed to ensure data reli-
ability, alongside daily temperature records from the city of Bobo. The resulting dataset was
then used to train the algorithms and develop predictive models for days J+2, J+3, J+4, and
J+5. Model evaluation was conducted based on the corresponding Mean Absolute Error (MAE)
values, which are reported for each forecast horizon in Table 2.

5.2 Prediction results of Lafiabougou

Regarding the Lafiabougou zone, the models obtained based on the water consumption data of
the area and the temperature were evaluated using the error values recorded in Table 3.

5.3 Prediction results of Bolo Vers Ville

The error values obtained from the training models of the Bolo Vers Ville zone are thus pre-
sented in Table 4.
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5.4 Prediction results of Bama

After the training and evaluation phase of the models using data from the Bama zone, their
errors, on which the models were evaluated over multiple periods, are listed in Table 5.

5.5 Prediction results of Kua

The data collected in Table 6 represents the outcomes of various training models using con-
sumption data from the Kua zone.

5.6 Prediction results of High Sarfalaho

The mean absolute errors in Table 7 are the evaluation results of the various models obtained
with the data from the High Sarfalaho zone.

5.7 Prediction results of Low Sarfalaho

For each period, models were established for water consumption prediction. The performance
of these models was measured based on mean absolute errors. Table 8 presents the different
errors for the periods.

5.8 Prediction results of Belle Ville Piquage

The consumption data from the Belle Ville Piquage zone allowed the development of various
models across the four forecast horizons. Model performance was evaluated based on the Mean
Absolute Error (MAE), with the corresponding error values presented in Table 9.
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VI TABLES AND FIGURES

6.1 Tables

Mean Standard deviation Min Max
KUA 8044.157 1320.111 360.0 10000.0

LOW SARFALAO 5326.553 744.506 528.0 6000.0
HIGH SARFALAO 1804.199 553.291 8.0 2500.0

BAMA 18543.119 2903.644 225.0 21000.0
BELLE VILLE 1730.155 899.705 70.0 3000.0

LAFIABOUGOU 6313.376 1195.902 2.0 7000.0
BOLO VERS VILLE 5065.460 1059.768 195.0 6000.0

BELLE VILLE QUILTING 2445.469 230.131 135.0 3000.0

Table 1: Statistics on the parameters used.

MLP RNN Simple LSTM GRU
J+2 0,2255 0,0793 0,2289 0,0763
J+3 0,2225 0,0908 0,2287 0,0863
J+4 0,2242 0,0921 0,2274 0,0939
J+5 0,225 0,0974 0,2305 0,0927

Table 2: Table summarizing the errors of the different algorithms after evaluation of the Belle Ville zone

MLP RNN Simple LSTM GRU
J+2 0,0738 0,0281 0,0934 0,0311
J+3 0,0813 0,0309 0,0888 0,0339
J+4 0,083 0,0351 0,0791 0,0383
J+5 0,072 0,034 0,097 0,0296

Table 3: Table summarizing the errors of the different algorithms after evaluation of the Lafiabougou
zone.

MLP RNN Simple LSTM GRU
J+2 0,0946 0,0971 0,0918 0,0975
J+3 0,0937 0,1007 0,0908 0,1013
J+4 0,0888 0,0935 0,0887 0,0929
J+5 0,0895 0,0956 0,0887 0,0947

Table 4: Table summarizing the errors of the different algorithms after evaluation of the Bolo Vers Ville
zone.

MLP RNN Simple LSTM GRU
J+2 0,0741 0,0839 0,0828 0,081
J+3 0,0766 0,0805 0,0797 0,0859
J+4 0,072 0,0821 0,0787 0,0782
J+5 0,0767 0,083 0,0832 0,0822

Table 5: Table summarizing the errors of the different algorithms after evaluation of the Bama zone.
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MLP RNN Simple LSTM GRU
J+2 0,0845 0,0834 0,0864 0,0833
J+3 0,0842 0,0854 0,0865 0,0865
J+4 0,0845 0,0836 0,0847 0,0835
J+5 0,0842 0,0868 0,0874 0,0863

Table 6: Table summarizing the errors of the different algorithms after evaluation of the Kua zone.

MLP RNN Simple LSTM GRU
J+2 0,1581 0,1268 0,1629 0,1296
J+3 0,1561 0,1466 0,1582 0,1444
J+4 0,1579 0,1265 0,1565 0,1248
J+5 0,1547 0,1414 0,1596 0,1403

Table 7: Table summarizing the errors of the different algorithms after evaluation of the High Sarfalaho
zone.

MLP RNN Simple LSTM GRU
J+2 0,0543 0,0855 0,09 0,0884
J+3 0,0883 0,0828 0,0885 0,0897
J+4 0,0803 0,0838 0,0919 0,0896
J+5 0,0821 0,0934 0,089 0,0901

Table 8: Table summarizing the errors of the different algorithms after evaluation of the Low Sarfalaho
zone.

MLP RNN Simple LSTM GRU
J+2 0,4234 0,0039 0,4419 0,0088
J+3 0,3945 0,0069 0,4442 0,0051
J+4 0,418 0,0057 0,431 0,008
J+5 0,4339 0,0025 0,4482 0,0045

Table 9: Table summarizing the errors of the different algorithms after evaluation of the Belle Ville
Piquage zone.
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6.2 Figures

Figure 1: The architecture of a multi-layer perceptron. [33]

Figure 2: Schema of a RNN. [32]
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Figure 3: Schema of a LSTM. [32]

Figure 4: Schema of a GRU. [25]

10



Figure 5: Variation des valeurs observées et celles prédites de la zone Lafiabougou par l’algorithme
GRU.

Figure 6: Variation des valeurs observées et celles prédites de la zone Sarfalaho haute par l’algorithme
GRU.
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VII CONCLUSION AND REFERENCES

7.1 Discussion

This study builds upon the work of [33], which focused on forecasting water consumption for
a given day based on previous consumption data. The dataset used in that prior research is the
same as the one employed in the present study, which aims to predict water consumption for
days J+2 through J+5. The algorithms used are those previously described, and their perfor-
mance is evaluated based on the Mean Absolute Error (MAE) metric.

Following the training and evaluation phases, the best MAE values vary depending on the algo-
rithm, dataset, and prediction horizon. For day J+2, the GRU algorithm yielded the best results
for the Belle Ville and KUA datasets. The simple RNN performed best on the Lafiabougou
and High Sarfalaho datasets, while the MLP model achieved the highest accuracy for Bama and
Low Sarfalaho.

For day J+3, the results shift slightly, with some algorithms maintaining their performance
across the same datasets, while others change. For instance, the datasets corresponding to Lafi-
abougou, Belle Ville, and Bama continue to yield optimal performance with the same algorithms
used for J+2. In contrast, for KUA, High Sarfalaho, and Low Sarfalaho, the best-performing
algorithms are MLP, GRU, and simple RNN, respectively.

For the J+5 forecast horizon, the zones that produced the best models using the MLP algorithm
are KUA, Low Sarfalaho, and Bama. The GRU algorithm demonstrated superior performance
on the High Sarfalaho, Belle Ville, and Lafiabougou datasets.

Across all the analyzed prediction horizons, the LSTM algorithm never emerged as the top-
performing model in the various cases studied. However, it consistently produced the best-
performing model for all forecast horizons when applied to data from the Bolo Vers Ville zone.
No other algorithm managed to produce satisfactory models for this zone, as indicated by the
MAE values.

Compared to the study conducted in [33], the GRU algorithm consistently stands out in terms
of performance. This result can be attributed to its strong ability to solve complex problems,
particularly in the context of time series processing.

Figures 5 and 6 illustrate the variation between observed and predicted values for the Belle Ville
and High Sarfalaho datasets, respectively, using the different algorithms.
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7.2 Conclusion

This study highlights the effectiveness of machine learning algorithms in predicting water con-
sumption data. Comparative analysis revealed that no single algorithm consistently outper-
formed the others across all datasets and time periods. Instead, performance varied depending
on the specific characteristics of the dataset and the prediction horizon. These results under-
score the importance of selecting appropriate algorithms and considering contextual factors
when developing predictive models for water consumption. Future research could focus on re-
fining model architectures and incorporating additional features to further enhance prediction
accuracy.

Overall, the insights gleaned from this study can inform water management practices, enabling
water management agencies to make informed decisions to optimize water distribution and
ensure sustainability in the face of increasing demand and environmental challenges.
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